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disciplines to interpret and learn the statistical methods critical to their field of study. By using
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For Katie.
The likelihood of finding a woman as wonderful as her is p = .000001.
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Preface

If you had told me when I was 18 years old that I would write a statistics textbook, I would have
laughed. Sitting in that first statistics course a decade and a half ago as an undergraduate psychology
major, I struggled with the concepts that my professor was teaching. I didn’t understand why
statistical methods were relevant to my major or my career goals. The terminology was difficult,
and the explanations that I received were confusing. I tried my hardest, and I passed the course — but
not with an impressive grade. My goal in writing this textbook is to help students in the social
sciences avoid the unpleasant experience I had in my first statistics course. I’ve had years to think
about what went wrong in the course, and I have designed this textbook to help students have the
best possible introduction to statistics.

Decades of research in educational and cognitive psychology have shown that students
learn more material when they have a way to organize what they are expected to learn. I have
therefore given students and instructors a way to think about statistical methods called the general
linear model (GLM). The GLM underlies most of the statistical analyses that are used in social
science research, and having this general framework of understanding statistics will avoid the
tendency of students to see statistics as a disconnected set of procedures. My hope is that the
GLM can help students understand statistical methods so that their commonalities and differences
make sense.

Another common finding in the research on learning is that students retain more knowledge
when the material is relevant to them. Whenever possible, I have used examples of real data from
across the social sciences to illustrate statistical concepts. Empirical research suggests that using real
data to teach statistical concepts increases student learning (e.g., Allen & Baughman, 2016). I also
believe that using real data shows students how the equations and theory of statistics have been used
to create real knowledge in their fields. Additionally, examples from the actual work in the social
sciences are far more likely to be interesting and relevant to students than the made-up examples that
my professor gave me when I was an undergraduate.

My final goal with this textbook is to reduce anxiety for students. When I took my first
statistics course (and the second and the third), I was overwhelmed. Statistics was intimidating, and
my anxiety made it more difficult to learn what I was supposed to. To avoid this, | have made several
efforts to make statistics accessible and manageable for students. First, I have made explanations
simple and straightforward. Technical terminology is defined clearly, and a glossary in the back of the
book provides an easy reference for students. Second, because formulas can be intimidating for some
students, every formula is labeled, and the various symbols are explained. There is also a reference
guide for important formulas at the end of the book. In this text I have tried to show why the formulas
are set up in the way that they are and how they are linked with their interpretation. Finally, I have
included detailed examples of statistical problems that are worked out step-by-step. By following
these examples, students will better understand the steps and interpretation of statistical analyses and
be able to solve problems and complete homework assignments more efficiently.

What Makes this Textbook Different

A foundation in the research on student learning. Although I consider myself a quantitative
psychologist, my doctoral program was housed in a college of education, and my PhD is in
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educational psychology. That means that I am familiar with the research on how people learn, and
I have applied this research to the structure and writing of every chapter. Although I rarely make my
debt to cognitive and educational psychology explicit, readers can be assured that every decision
behind this book was made from an evidence-based perspective.

Teaching statistical concepts the way that experts think about them. Statistical novices
see statistics as an unrelated hodgepodge of analysis methods. On the other hand, statistical experts
see statistics as being united by general concepts, such as their correlational nature or the universal-
ity of effect sizes. Yet, no other author of a textbook for social science undergraduates teaches about
these general concepts — most of which are united in the GLM. I think that students will master and
retain more material by learning about the GLM in their first statistics course. Moreover, learning the
GLM makes future statistical procedures (e.g., nonparametric statistics, multivariate statistics) easier
to learn because they are also members of the GLM — albeit more complex members.

Practical application. The use of examples from real studies was made with an eye on
showing students how statistics can lead to practical knowledge in the social sciences. Browsing
through the book will show that I have included examples from psychology, sociology, family
studies, anthropology, education, social work, and more. This is the result of my effort to make
statistics relevant to students from a broad cross-section of majors.

Discussion of controversies. For the sake of simplicity, most authors of undergraduate
textbooks try to avoid controversies in statistics. I can sympathize with this viewpoint, but I think
that it is not beneficial to students. Social science statistics is a field that has been punctuated by
periodic controversies for the last 120 years. I believe that avoiding these controversies encourages
simplistic thinking and a naive view of statistics. Instead, I feel that undergraduate students can be
more nuanced thinkers and more professional in their interpretations if they are aware of some of the
disagreements and arguments among professionals. Therefore, I have included discussions of the
shortcomings of null hypothesis testing, the interpretation of effect sizes, questionable research
practices, and more. I believe that this enlivens the textbook and prepares students for joining the
social science community.

For Students

If you are a student using this textbook, there are a few things you can do to improve your
performance in your statistics course.

First, make this course a priority. Devote the time and attention necessary to do well in your
statistics course. Although I have tried to make this textbook accessible, some concepts are simply
counterintuitive or strange, and very few people can grasp the logic and mathematics of statistics
without effort. Read the text carefully and with full attention. Cognitive psychologists have shown
that human beings can effectively focus attention on only one thing at a time, and it is going to be
difficult to learn statistics with any distractions, including the TV, your phone, or social media.
Make sure you can devote all your attention to what you are reading.

Second, study carefully. As you read, highlight important sentences. Take notes in the
margins, and jot down questions that come to your mind as you read. Coming to class prepared with
questions and notes will make you more able to excel in the course. I also recommend that you
practice the concepts you read about by working out the questions at the end of each chapter — even
if they are not assigned as homework. My students have found these questions to be particularly
useful in cementing their understanding of statistical concepts. Test yourself with the questions.
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Every chapter has questions that are interspersed throughout the text and a set of questions at the end
of the chapter to help you test yourself. Self-testing is a more effective strategy than re-reading
(Adesope et al., 2017), and I have given you ample material to help you quiz yourself about what
you know about statistics.

Third, participate in class. Ask questions that you have prepared in advance. My experience
in teaching statistics is that when a student asks a question, there are almost always classmates who
have the same question. Also, don’t hesitate to ask your instructor to repeat a concept or to restate it
in other words. You won’t look stupid — it’s just part of learning statistics. When I learn a new
statistical concept, I have to hear it stated a few different ways before it “clicks” and makes sense to
me. Most of my students are the same.

Fourth, pay close attention to the Guided Examples throughout this textbook and make
sure you clearly understand every step of a procedure. Get out a piece of scratch paper and have a go
at the Guided Examples to ensure you know how to find the correct answer and aren’t just reading
passively. This will make homework and tests go more smoothly.

Fifth, even if your instructor does not require you to do so, take advantage of the software
guides so that you can learn how to perform statistical procedures with a computer. Learning about
the mathematics of statistics is valuable. But the reality of the twenty-first century is that almost all
statistical work is done by computer. Using the Software Guides to learn how to perform and
interpret statistical procedures will give you a valuable skill. More employers and graduate schools
are seeking people who can analyze data, and mastering a software program can give you an
advantage when you apply for jobs or graduate school.

Finally, if it has been a long time since you have had to do mathematics or if you have
forgotten your algebra, then a basic review may be helpful. I wrote this book expecting that students
would have already mastered decimals, fractions, percentages, graphs, linear equations, and basic
algebra. If you do not remember these concepts or you need a review, I recommend getting an
algebra refresher from Khan Academy (www.khanacademy.org/math/algebra) or from Udacity
(www.udacity.com/course/intro-algebra-review—ma004). Your university’s tutoring center or your
instructor may also be useful resources.

For Instructors

When using this textbook, instructors should be aware of a few things. First, it may be difficult to
teach every concept in this textbook during a single semester. So, most instructors will have to select
the concepts they teach. A route I recommend is to skip Chapter 9 (paired samples #-tests) and
Chapter 15 (which serves as a reference guide for students who wish to encounter more complex
statistical methods as they read published articles or hope to execute their first research project).
Some instructors may also find that their students are sufficiently prepared that they can skip — or
cover very quickly — Chapter 3 (central tendency and variability) and Chapter 4 (visual models).
Additionally, parts of some chapters can be skipped, such as the trimmed mean (in Chapter 3), the
arbitrary nature of axes (at the end of Chapter 5), the null hypothesis testing of correlation
coefficients (in Chapter 12), or the last half of Chapter 11, which covers the logic and assumptions
of ANOVA and post hoc tests. It is not essential for students to master the minutia of every chapter
to have a useful understanding of statistical thinking and methods.
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Second, even though the chapters are generally arranged in ascending order of complexity
of the statistical procedures, some chapters can be taught out of order. Sometimes I prefer to teach
Chapters 12 and 13 (correlation and regression) before Chapter 7 (null hypothesis testing and z-
tests) because one of the basic themes of the GLM is that all statistical procedures examine the
relationship between variables. This is easiest to see in a correlation, so I sometimes teach about
correlations first in order to show how other procedures are themselves correlational. Other
instructors may prefer to teach Chapter 14 (chi-squared tests) before Chapter 11 (ANOVA) and
save the complex hand calculations of ANOVA for the end of the semester. I also sometimes teach
unpaired-samples #-tests (Chapter 10) before paired-samples #-tests (Chapter 9) because it makes the
concept of paired data easier for students to understand. The point is to be flexible and teach
concepts in the order that works best for you and your students.

I have placed boxed texts throughout the book. These contain ideas that are relevant, but
that may not be essential to understanding a concept. They range from handy tips (like mnemonic
devices and restatements of important material) to discussions of controversies and statistical
practices related to the main ideas of the chapter or the book. Instructors may find these boxes
useful in generating classroom discussions. Be creative in using these features to increase students’
understanding.

Finally, this textbook includes step-by-step guides for conducting statistical analyses using
the Statistical Package for the Social Sciences (SPSS) and Microsoft Excel. Although some
instructors will prefer to use other programs, I chose these because (1) Microsoft Excel — or very
similar spreadsheet programs — will often be available to students after they graduate, and (2) in the
social sciences SPSS is one of the most frequent statistical analysis packages that students use in
graduate school. I hope that these software guides will make the textbook a useful reference guide
for students after they finish their statistics course. Some instructors believe that using statistical
software is an important component of an introductory class; this textbook is designed to handle that
need, and instructors who wish to emphasize software use will likely concentrate on the software
guides and skip the step-by-step calculation found in many chapters. On the other hand, some
people believe that it is important to understand the mathematics and theory of statistics in order to
interpret computer program output properly. Instructors with this viewpoint will see value in hand
calculation while recognizing that computers dominate modern statistical procedures. Additionally,
some instructors are forced to emphasize hand calculation for various reasons, such as a lack of
computer resources at their institution or an assessment requirement that emphasizes calculation. In
my opinion, there are valid reasons to spend time both on hand calculation and on software use. This
book is designed to handle both methods of learning statistics.

Changes to the Second Edition

The feedback from students, instructors, and my colleagues about the first edition of this book has
been overwhelmingly positive. However, many people gave me suggestions that I have incorporated
to make the book stronger. The most noticeable changes in the second edition are:

. Changes to mathematical notation to increase consistency across chapters.

. Improving the discussion and explanation of statistical weights.

« Revisions to Chapter 14 to improve interpretations of effect size and emphasize the
importance of nominal dependent variables.
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« Incorporating the latest Journal Article Reporting Standards (JARS) from the American
Psychological Association.

« Better data in the main example for ANOVA in Chapter 11 and the restriction of range
discussion in Chapter 13.

« In Chapter 15, discussing Type I error inflation in examining main effects and interactions
in multiple regression and ANOVA.

« A clearer explanation for calculating the interquartile range.

« Switching the order of Chapters 3 and 4.

« Corrections and revisions to some figures.

All these changes have improved the book, and I am thankful for everyone who gave me
feedback. It was not possible to incorporate every suggestion that readers made to me, but I hope
that the changes I have implemented have made a good book into a better book.

Last Words

This textbook is the textbook that I wish I had had as an undergraduate student. I remember what it
was like for statistics to be non-intuitive and confusing. The struggle was not fun, but in an odd way
I’'m grateful for my negative experience in my first statistics class because it has made me a better
teacher today. Hopefully, this book will help students leave the course with a positive view of
statistics. If there is anything I can do to improve the book, please contact me at rwarne@uvu.edu or
via my website, www.russellwarne.com. I also invite readers and instructors to follow and interact
with me on social media. My Twitter handle is @Russwarne, and on Facebook my professional
page URL is www.facebook.com/russwarnephd. I would love to hear from my readers.
Have a great semester!
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1 Statistics and Models

“Why do I need to take statistics?”

Every semester that I teach statistics I have students asking this question. It’s a fair question to ask.
Most of my students want to work as therapists, social workers, psychologists, anthropologists,
sociologists, teachers, or in other jobs that seem far removed from formulas and numbers. As students
majoring in the social sciences, almost all of them are more interested in people than they are in
numbers. For many students (including me, a long time ago), statistics is something to get out of the
way so that they can devote their attention to the stuff they really want to do (Rajecki et al., 2005).
The purpose of this chapter is to show you why students majoring in the social sciences
have to take statistics. This chapter will also explore some introductory concepts and terminology
that are necessary to understand the book. The most important idea introduced in this chapter is the
concept of models, which many experts use to understand their statistical results. Because my goal is
to help you think about statistics like a professional, I will use that perspective throughout the book.

Learning Goals

After studying this chapter you should be able to:

. Explain why students in the behavioral sciences need statistics to be successful in their
majors.

« Outline the general process for designing and executing a research study.
. Describe the benefits of using models to understand reality.

. Demonstrate why using a model — even if it is not completely accurate — is useful for
people working in the social sciences.

. Identify the three types of models and describe their characteristics.

Why Statistics Matters

Although many students would not choose to take a statistics course, nearly every social science
department requires its students to take a statistics course (e.g., Norcross et al., 2016; Stoloff et al.,
2010). Why? Apparently, the professors in these departments think that statistics is essential to their
students’ education, despite what their students may think.

The main reason why many students must take statistics is that research in the social sciences
is dominated by methodologies that are statistics-based; this family of methods is called quantitative
research. Researchers who use quantitative research convert their data into numbers for the purpose
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of analysis, and the numbers are then analyzed by statistical methods. Numerical data are so
important that one social scientist even argued that “progress in science is impossible without numbers
and measurement, as words and rhetoric are not enough” (Bouchard, 2014, p. 569).

Quantitative methods — and therefore statistics — dominate most of the behavioral sciences:
psychology, sociology, education, criminal justice, economics, political science, and more. Most
researchers working in these fields use statistics to test new theories, evaluate the effectiveness of
treatments and programs, and learn about the concepts they study. Even workers who do not conduct
research must understand statistics in order to understand how (and whether) to apply scientific
knowledge in their daily work. Without statistics a practitioner risks wasting time and money by
using ineffective products, therapies, or procedures. In some cases, this could lead to violations of
ethics codes, accusations of malpractice, lawsuits, and harm to clients or customers. Even students
who do not become scientists may need statistics to verify whether an anecdotal observation (e.g.,
that their company sells more products after a local sports team wins a game than after a losing one)
is true. Thus, a mastery of statistics is important to many people, not just researchers and
social scientists.

There are four main ways that practitioners use statistics in their work in the social
sciences:

Separating good research from bad

Evaluating the conclusions of researchers

Communicating findings to others

Interpreting research to create practical, real-world, results.

L=

There is some overlap among these four points, so some job tasks will fall into more than one
category. Nevertheless, this is still a useful list of ways that professionals use statistics.

Separating good research from bad is important for any practitioner. The quality of the
research published in scientific journals varies greatly. Some articles become classics and spark new
avenues of scholarly investigation; others report shoddy research. The fact that a study was
published in a scientific journal is not, by itself, evidence of good-quality scientific work.
A knowledge of statistics is one of the most important tools that a person can have in distinguishing
good research from bad. Having the ability to independently judge research prevents practitioners
from being susceptible to fads in their field or from wasting resources on practices that provide
few benefits.

The benefits of separating good research from bad research are important for the general
public, too, not just practitioners. Most people rely on reports from the news media and the Internet
to learn about scientific findings. However, most journalists are not trained scientists and do not have
the skills needed to distinguish between a high-quality study and a low-quality one (Yettick, 2015).
Readers with statistical training will be able to make these judgments themselves, instead of relying
on the judgment of a journalist or social media contacts.

Statistical savviness can also help people in evaluating researchers’ conclusions. ldeally,
the conclusions in a scientific article are supported by the data that the researchers collected.
However, this is not always the case. Sometimes researchers misinterpret their data because they
either used the wrong statistical procedures or did not understand their results. Having statistical
competence can prevent research consumers from being at the mercy of the authors and serve as an
independent check on researchers.

Another way that people employed in the social sciences use statistics is in communicating
findings and results to others, such as their clients and colleagues. Increased global competition now
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means that stakeholders are demanding evidence that the services they receive are effective.
Government entities, insurance companies, school districts, and customers are now more likely
than ever to demand that people working in the social sciences use “evidence-based practices,”
meaning that practitioners are expected to use techniques and tools that are supported by scientific
evidence (Capraro & Thompson, 2008). Workers who can understand statistics are at an advantage
in this type of environment because they will be able to collect and analyze the data that show that
their work is effective. But without statistical data, even the best therapist, teacher, or sociologist
could appear to be ineffective — perhaps even incompetent.

Finally, people working in the social sciences must be able to use statistics in translating
research into day-to-day practice. Because most social science research is quantitative, this means
understanding statistical analyses and interpreting them in a way that is relevant to their work.
Without statistics, practitioners will not be able to understand or implement new therapies, inter-
ventions, or techniques. In time these practitioners’ work could become outdated or obsolete.

The Quantitative Research Process. The quantitative research process may take many
forms, but generally it requires the researcher to follow these steps:

Form a research question or research hypothesis

Define the population of interest

Select a sample of population members

Choose variables to measure and operationalize them

Select independent and dependent variables

Collect data on the variables

Analyze the data with statistics and test the hypothesis to determine whether it is supported by
the data.

Nk L -

This is a simplified outline, but it is really all that we need to know to understand statistics. Most
students take a research methods course after their statistics course that will explain the research
process in detail (Norcross et al., 2016; Stoloff et al., 2010). (And if your department doesn’t require
a research methods course, you should definitely sign up for one anyway!)

The first step in the scientific research process is to form a research question or research
hypothesis. A research question is the question that a research study is designed to answer. For
example, in a fascinating sociological study, Lieberson and Mikelson (1995) were interested in the
ways that some parents invent original names for their children. They had a central research
question: “Do parents who create names do so in such a way that the names still convey their
child’s gender?” (Lieberson & Mikelson, 1995, p. 933). The researchers understood that — from a
sociological perspective — new parents do not randomly create names. Rather, a child’s name often
communicates information, and one of the most fundamental pieces of information that a name can
convey is the child’s gender. Therefore, they wanted to learn if invented names communicate
information, so they posed their research question and designed their study to answer it.
(The results indicated that strangers can usually guess the gender of a child with an original,
unique name.)

A hypothesis is similar to a research question, but, rather than a question, a research
hypothesis is a testable belief that researchers have about the outcome of their scientific study. For
example, one Canadian research team (Barnsley & Thompson, 1988) studied the impact that a
child’s birth date had on the likelihood that they would play hockey on an elite youth team. In
Canada, many youth hockey leagues require athletes to reach a certain age by January 1, meaning
that players with birthdays early in the year would be larger and taller — because they are older — than
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players with later birthdays. A previous study (Barnsley et al., 1985) had shown that there were more
than about four times more professional hockey players born in January, February, and March than
were born in October, November, and December. Therefore, the researchers hypothesized that this
trend towards hockey players having birthdays in the beginning of the year would also be apparent in
elite youth teams. (Their hypothesis was supported by the research.)

These two examples show an important distinction between research questions and
research hypotheses. Research questions tend to be more exploratory, and researchers usually ask
research questions when they have little or no basis on which to make an educated guess about the
results of their study. On the other hand, research hypotheses are expected results that a researcher
has, and this expectation is often formed on the basis of previous research or theory.

A research hypothesis is more than just a belief about the world. To be scientific, a
hypothesis must be falsifiable, or possible to disprove. If it is impossible to design a study that
would produce results that would disprove the hypothesis, then the hypothesis is not scientific
(Popper, 1935/2002). For example, one of the reasons that Freud’s theory of psychoanalysis is
unscientific is that it is impossible to devise an experiment that would produce results that would
show the theory to be untrue. Instead, Freud (and, in later years, his followers) always had some sort
of explanation for behaviors that seemed — at first glance — to contradict his theory (Cioffi, 1998).
They built up an entire body of ideas that could explain away any apparent evidence that disproved
the theory. For example, Freud claimed that male clients who said they did not have a desire to
murder their father and marry their mother were using a “defense mechanism” called denial, and the
very use of this defense mechanism supported Freud’s theory. But not using the defense mechanism
(and admitting to these desires about one’s parents) would also support psychoanalytic theory. No
matter what a person does, it supports the theory. Therefore, there was no way to disprove the theory,
making it unscientific.

In contrast, a falsifiable theory could be found to be untrue. If the theory were untrue, then
evidence could emerge that would disprove it — forcing scientists to suggest other interpretations of the
data. On the other hand, when a falsifiable theory withstands attempts to disprove it, the theory is
strengthened and becomes more believable. For example, in one famous article, Miller (1956)
proposed that people’s working memory had a limited capacity, which was “seven, plus or minus
two” (p. 81) and that people would have a great deal of difficulty remembering a longer list of items
without a memory aid (e.g., writing things down, using a mnemonic device). This theory is quite easy
to test: all it requires is finding the limits of what a person can remember in a short period of time and
seeing if they do more poorly when a list exceeds 5-9 items. Despite efforts to disprove this theory, it
has held up well and led to an increased understanding of human memory (e.g., Baddeley, 2003) and
improved educational practices (e.g., Paas et al., 2003). Likewise, Barnsley and Thompson’s (1988)
hypothesis that elite youth hockey players would be born earlier in the calendar year is easily
falsifiable. For example, if these elite hockey players had birthdays evenly distributed throughout
the year, or if most birthdays were at the end of the year, then it would falsify the hypothesis. Thus, the
hypothesis that better hockey players are born earlier in the year is a scientific hypothesis.

The second step in this process is to define the population of interest. A population
consists of every person, event, or object that a researcher could wish to study. The choice of a
population is completely at a researcher’s discretion. For example, criminal justice researchers could
define their population as all crimes committed in Australia in a year. Family science researchers
may define their population as all children whose biological parents are divorced or had never
married. Psychologists may define their population as every person who suffers from anorexia
nervosa. In the social sciences, populations usually consist of people, although they do not have to.
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The third step in the quantitative research process is to select a sample from the population.
Many populations have millions of people in them, and the constraints of money and time may make
it infeasible to gather data from every person in the population. Moreover, studying people means
that often we don’t have data on every person in a population because some people may refuse to
participate in a study, and it is not ethical to force them to participate. Because of these limitations,
quantitative researchers in the social sciences almost always select a sample of population members
to study. A sample is a subset of the population that the researcher collects data from. Ideally, a
researcher has a sample that is representative of the population at large, so that the data gathered
from the sample can teach the researcher about the entire population.

Sidebar 1.1

Example of a research design

Here is an example that should clarify the nature of quantitative research. Many psychologists are
interested in personality because they believe it consists of a set of stable traits that influence how a
person acts in different circumstances. In one study (Barrick et al., 2002), psychologists chose to measure
extraversion — which is the degree to which a person is outgoing — and job performance. They wanted to
test their belief — i.e., their research hypothesis — that people with higher levels of extraversion would be
better at their jobs. The operational definitions of these two variables were rather straightforward: an
extraversion score obtained from a pencil-and-paper test and a supervisor’s rating (on a scale from 1 to 7)
of the person’s job performance. Psychologists believe that personality is a stable trait through the life
span, so it seems unlikely that people’s job performance would affect or change their personality. It is much
more likely that differences in people’'s personalities would lead to differences in job performance.
Therefore, in this example, extraversion (a personality trait) is an independent variable, and job perform-
ance is a dependent variable.

After operationalizing their variables and deciding which variable would be the independent
variable and which would be the dependent variable, the researchers collected their data. They found that
their belief about extraverted people being better at their jobs was supported by the results of their
statistical analyses.

This is an oversimplified description of the study. The authors were interested in more than two
variables, and some of their statistical analyses were more sophisticated than anything in this book. But
this summary serves as a good explanation of the quantitative research process.

In the fourth step of the process, after selecting a sample a researcher collects data
on specific variables. A variable is a characteristic that sample or population members can differ
on. For example, in Sidebar 1.1, the researchers were interested in extraversion and job performance.
These are both variables because some sample members in the study were more extraverted
(i.e., outgoing) than others, and some sample members were better at their jobs than others. It is
the variation among the sample members that makes both these characteristics variables. However,
a characteristic that is the same for all sample or population members is called a constant. In
the example, a constant may be the species that the sample members belonged to. Because all
of them were human and there is no variability among sample members on this trait, this is a
constant.

The fifth step of the research process is to choose independent and dependent variables.
The dependent variable is the outcome variable in the study. The independent variable is the
variable that is believed to cause changes in the dependent variable. Often social scientists create a
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design that permits them to have total control over the independent variable, but this is not always
possible. After the variables are chosen, it is necessary to operationalize the variable. An operatio-
nalization is a researcher’s definition of a variable that permits a researcher to collect quantitative
data on the variable. Operationalization is very common in the social sciences because many of the
things that social scientists are interested in — personality, anger, political opinions, attitudes, racism,
and more — are not inherently expressed as numbers. Therefore, it is necessary for researchers to
create a definition of a variable that can allow them to collect numerical data. An example of an
operationalization is counting the number of times a teacher reprimands a child as a measure of how
disruptive the child is in class. Other common operationalizations in the social sciences include
scores on a test (as in Sidebar 1.1), ratings of the subject’s behavior, and measuring the time a person
takes to complete a task.

The majority of quantitative research in the social sciences can be classified as experi-
mental research or correlational research (Cronbach, 1957). In experimental research, a researcher
creates controlled changes in an independent variable in order to learn how those changes affect the
dependent variable. On the other hand, in correlational research, the researcher does not manipu-
late or control the independent variable; rather, the researcher measures people’s existing levels of
the independent variable. The study in Sidebar 1.1 (Barrick et al., 2002) is a correlational study
because the authors did not change or manipulate people’s levels of extraversion.

Both kinds of research designs have their benefits and drawbacks. Experimental research
designs give scientists more control over their subjects and data, and often experimental research
permits more conclusions about cause-and-effect relationships (see Sidebar 12.4). However, because
it is frequently laboratory-based, experimental research is often criticized for being too artificial. On
the other hand, correlational research is often very applicable to real-life situations, but, because of
the poor control over the data, researchers usually cannot draw strong conclusions about why
variables are related to each other or whether one variable can cause changes in another
(Cronbach, 1957).

This classification and the discussion of experimental and correlational research is simpli-
fied. Other common designs include descriptive research and quasi-experimental research.
Descriptive research describes variables and often does not attempt to investigate relationships
among variables. Opinion polls are a common example of this type of research. Quasi-experimental
methods are a hybrid between experimental and correlational designs, where researchers attempt to
manipulate a variable but may not have complete control over it (as when subjects choose whether to
participate in an intervention or control group). In a research methods class, you will learn more
about these research designs and perhaps additional important ones, such as single-case designs and
qualitative research.

The sixth step in the quantitative research process is to collect data. The mechanics of data
collection are beyond the scope of this book, but it is necessary to mention that it is one of the steps
of quantitative research. Finally, the seventh and last step is to analyze data using statistics. Most of
this book will be concerned with this last step in the quantitative research process.

Qualitative Research. Although quantitative research is the predominant methodology in
the social sciences, it is important to mention the principal alternative to quantitative research: a
methodology called qualitative research. Researchers who specialize in qualitative research believe
that it is not beneficial to convert data about their sample members into numbers because most
people do not experience their world through numbers. For example, in response to the Barrick et al.
(2002) study (see Sidebar 1.1), a qualitative researcher would say that it is nonsensical and too
simplistic to convert a person’s job performance into a number ranging from 1 to 7. Instead, a
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qualitative researcher might interview the subject’s supervisor to learn which aspects of the job the
person excels at and how the person views the work experience. The researcher would then analyze
the text of the interview transcript to learn about the nuances of the person’s experience. Qualitative
methods are popular in anthropology, family science, and some branches of education, psychology,
and political science. However, because qualitative research is a methodology that intrinsically
rejects numerical data, we will not discuss it further in this book. Nevertheless, you should be aware
that qualitative methodologies are valuable in answering questions that quantitative methods cannot.

Mixed Methods. Qualitative and quantitative research each have their own strengths and
weaknesses, which are generally complementary. In other words, the questions that quantitative
research is not capable of answering (e.g., about how people derive meaning from their life experi-
ences) are the questions that qualitative research is excellent at answering. The reverse is true:
quantitative research is best equipped to answer questions that qualitative research cannot (such as
the frequency that people with depression miss work due to mental health reasons). For this reason,
some researchers find value in combining qualitative and quantitative research into one larger study.
This approach is called mixed methods research.

Mixed methods research is often valuable because the strengths of quantitative research can
compensate for the weaknesses of qualitative research — and vice versa. For example, quantitative
research is excellent at producing results that can apply to many different situations and groups of
people. But quantitative data are often very narrow in meaning, and the numbers are divorced from
the research subjects’ everyday experiences. On the other hand, qualitative research tends to be very
contextual and often does not apply to other groups of people. However, qualitative data are rich in
meaning and provide a great deal of insight into the lives and perceptions of the research subjects.
Combining both methods can produce stronger research than a study based on qualitative or
quantitative methods alone. Mixed methods may also lead to insights that cannot be obtained from
either qualitative or quantitative methods separately (Creswell, 2015).

One downside with mixed methods research is that it requires mastering both qualitative
and quantitative methods — which is no easy task. Sometimes qualitative and quantitative research-
ers team up for mixed methods research, which relieves any one person from mastering both
research strategies. But a more fundamental problem of mixed methods research is that the
underlying philosophies of qualitative and quantitative research are sometimes contradictory. How
to combine research that fundamentally rejects numerical data as being valuable (i.e., qualitative
research) with data and analyses methods that rely solely on numbers (i.e., quantitative research) can
be a major challenge. For these reasons, mixed methods research is not as common as it perhaps
should be.

Check Yourself!

. What are the four reasons why a student majoring in the social sciences needs to take a statistics
course?

. What are some of the possible consequences for a practitioner who does not understand
statistics?

. Explain the difference between an independent variable and a dependent variable.
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. What is the difference between qualitative and quantitative research?
. Why is operationalization necessary in the quantitative research process?

« What is the relationship between a sample and a population?

Two Branches of Statistics

As the science of quantitative data analysis, statistics is a broad field, and it would be impossible for
any textbook to cover every branch of statistics while still being of manageable length. In this book
we will discuss two branches of statistics: descriptive statistics and inferential statistics. Descriptive
statistics is concerned with merely describing the data that a researcher has on hand. Table 1.1
shows an excerpt from a real collection of data from a study (Waite et al., 2015) about the sibling
relationships in families where a child has an autism spectrum disorder. (We will discuss this study
and its data in much more detail in Chapters 3, 4, and 10.) Each row in the dataset represents a
person and each column in the dataset represents a variable. Therefore, it is apparent that Table 1.1
has 13 people and 6 variables in it. Each piece of information is a datum (plural: data), and because
every person in the table has a value for every variable, there are 78 data in the table (13 people
multiplied by 6 variables = 78 data). A compilation of data is called a dataset.

Table 1.1 Example of quantitative dataset (from Waite et al.,

Gender

Female
Female
Female
Female
Male
Female
Male
Female
Male
Female
Female
Male
Female

Believe that the Believe that Believe that
sibling the sibling Subject parents
Am satisfied understands understands worries about  treated the sibling
with sibling the respondent respondent's their sibling with autism
relationship well interests with autism differently
5 4 3 5 1
5 4 4 1 3
5 5 5 4 5
5 4 2 5 3
3 4 3 5 4
3 1 1 4 5
4 2 2 5 4
4 4 3 4 4
2 2 2 5 5
4 3 3 4 3
5 3 4 5 4
3 2 2 4 5
5 3 4 1 4

Note. In this table, 1 = strongly disagree, 2 = disagree, 3 = neutral, 4 = agree, 5 = strongly agree.
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Sidebar 1.2 Terminology

The term “statistics” has two major meanings. The first meaning of “statistics” is the science of data
analysis. The second meaning of “statistics” refers to the procedures of an analysis, which are often used
to estimate population parameters (Urbina, 2014).

Even though the dataset in Table 1.1 is small, it is still difficult to interpret. It takes a
moment and a little effort to ascertain, for example, that there are more females than males in the
dataset, or that most people are satisfied with their relationship with their sibling with autism.
Table 1.1 shows just an excerpt of the data. In the study as a whole, there were 45 variables for 13
subjects, which totals to 585 data. No person — no matter how persistent and motivated they are —
could understand the entire dataset without some simplification. This is actually a rather small
dataset. Most studies in the social sciences have much larger sample sizes. The purpose of descrip-
tive statistics is to describe the dataset so that it is easier to understand. For example, we could use
descriptive statistics to say that in the range of scores on the variable that measures people’s
satisfaction with their sibling relationship, the average score is 4.1, while the average score on the
variable measuring whether the sibling with autism understands the respondent’s interests is 2.9.
Chapters 2—5 are concerned with descriptive statistics.

On the other hand, if a researcher only has sample data on hand, descriptive statistics tell
the researcher little about the population. A separate branch of statistics, termed inferential
statistics, was created to help researchers use their sample data to draw conclusions (i.e., inferences)
about the population. Inferential statistics is a more complicated field than descriptive statistics, but
it is also far more useful. Few social scientists are interested just in the members of their sample.
Instead, most are interested in their entire population, and so many social scientists use inferential
statistics to learn more about their population — even though they don’t have data from every
population member. In fact, they usually only have data from a tiny portion of population members.
Inferential statistics spans Chapters 6—15 of this book.

An example of a use of inferential statistics can be found in a study by Kornrich (2016). This
researcher used survey data to examine the amount of money that parents spend on their children. He
divided his sample into five groups, ranked from the highest income group to the lowest income
group. He then found the average amount of money that the parents in each group spent on their
children and used inferential statistics to estimate the amount of money each group in the population
would spend on their children. Unsurprisingly, richer parents spent more money on their children, but
Kornrich (2016) also found that the gap in spending on children between the richest 20% and poorest
20% of families had widened between 1972 and 2010. Because Kornrich used inferential statistics, he
could draw conclusions about the general population of parents — not just the parents in his sample.

Check Yourself!

. What is the purpose of descriptive statistics?
. What is the purpose of inferential statistics?

. How is inferential statistics different from descriptive statistics?
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Models

This book is not organized like most other textbooks. As the title states, it is built around a general
linear model (GLM) approach. The GLM is a family of statistical procedures that help researchers
ascertain the relationships between variables. Chapter 7 explains the GLM in depth. Until then, it is
important to understand the concept of a model.

When you hear the word “model,” what do you think of? Some people imagine a fashion
model. Others think of a miniature airplane model. Still others think of a prototype or a blueprint.
These are all things that are called “models” in the English language. In science, models are
“simplifications of a complex reality” (Rodgers, 2010, p. 1). Reality is messy and complicated. It
is hard to understand. In fact, reality is so complex — especially in the social sciences — that in order
for people to comprehend it, researchers create models (Smaldino, 2017).

An example from criminology can illustrate the complexity of reality and the need for
models. One of the most pressing questions in criminology is understanding who will commit
crimes and why. In reality, it is impossible to comprehend every influence that leads to a person’s
decision to commit a crime (or not). This would mean understanding the person’s entire personal
history, culture, thoughts, neighborhood, genetic makeup, and more. Andrews and Bonta (2010)
developed the risk—need—responsivity (RNR) model of criminal conduct. Although not its only
purpose, the RNR model can help users establish the risk that someone will commit a crime.
Andrews and Bonta did not do this by attempting to understand every aspect of a person.
Rather, they have chose a limited number of variables to measure and use those to predict criminal
activity. Some of these variables include a history of drug abuse, previous criminal behavior,
whether the person is employed, the behavior of their friends, and the presence of certain
psychological diagnoses (all of which affect the probability that someone will commit a crime).
By limiting the number of variables they measured and used, Andrews et al. created a
model of criminal behavior that has been successful in identifying risk of criminal behavior and
reducing offenders’ risk of future reoffending after treatment (Andrews et al., 2011). This model —
because it does not contain every possible influence on a person’s criminal behavior — is simplified
compared to reality.

This example illustrates an important consequence of creating a model. Because
models are simplified, every model is — in some way — wrong (Smaldino, 2017). Andrews and
Bonta (2010) recognized that their model does not make perfect predictions of criminal behavior
every time. Moreover, there are likely some influences not included in the RNR model that
may affect the risk of criminal behavior, such as a cultural influence to prevent family shame or
the dying request of a beloved relative. There is a trade-off between model simplicity and
model accuracy: simpler models are easier to understand than reality, but this simplification
comes at a cost because simplicity makes the model to some extent wrong. In a sense, this is
true of the types of models most people usually think about. A miniature airplane model is
“wrong” because it often does not include many of the parts that a real airplane has. In fact,
many model airplanes don’t have any engines — a characteristic that definitely is not true of real
airplanes!

Because every model is wrong, it is not realistic to expect models to be perfectly accurate.
Instead, models are judged on the basis of how useful they are (Box, 1976; Smaldino, 2017).
A miniature model airplane may be useless for understanding how a full-sized airplane works, but it
may be very helpful for understanding the aerodynamic properties of the plane’s body. However, a
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different model — a blueprint of the engine — may be helpful for understanding how the airplane
obtains enough thrust and lift to leave the ground. As this example shows, the usefulness of the
model may depend on the goals of the researcher. The engineer interested in aerodynamics may have
little use for the engine blueprint, even though a different engineer would argue that the engine
blueprint is a vital aspect of understanding the airplane’s function.

This example also shows one last important characteristic of models: often multiple models
can fit reality equally well. In other words, it is possible for different models to fit the same reality,
such as the miniature airplane model and the airplane engine blueprint (Meehl, 1990). As a result,
even if a model explains a phenomenon under investigation very well, it may not be the only model
that could fit reality satisfactorily (D. M. G. Lewis et al., 2017). In fact, there is no guarantee that the
model is even the best possible model. Indeed, many researchers in the social sciences are interested
in improving their models because that would lead to an improved understanding of the behaviors
they are investigating. This improvement can happen in various ways, such as by combining two
models together, finding improved operationalizations of variables, or eliminating unnecessary parts
from a model.

Three Types of Models. There are three kinds of models: (1) statistical models, (2) visual
models, and (3) theoretical models. Statistical models are models that use a limited number of
specific variables and are expressed as mathematical equations. These models are often the result of
quantitative research, and they are very common in the social sciences. For example, in a study on
the consequences of changing high schools, Gasper et al. (2012) found that the dropout rate was
2.36 times higher for students who attended two high schools between grades 9 and 12 than for
those who attended just one high school during those same grades (19.1% compared to 8.1%; see
p.- 502). This is a simple mathematical model, but it tells users that the probability that students will
drop out of high school more than doubles if they have changed schools.

This example also illustrates some of the characteristics of models in general: models are
simpler than the real world, and therefore this statistical model is wrong to an extent. The decision to
drop out of high school is probably the result of many influences. This statistical model does not
take into account a student’s history, such as academic difficulties, discipline problems, family
environment, extracurricular activities, and more. It’s unlikely that most high-school dropouts decide
to stop their education solely because they changed schools.

Notwithstanding these limitations, the statistical model is still useful. In their study Gasper
et al. (2012) found that over one-fourth of all students changed schools in their four-year high-
school career. For school personnel this can be an indicator that they should be aware of the student’s
risk of dropping out. Knowing whether a student has changed schools is an easy piece of
information to obtain. If it makes teachers and administrators aware of the academic challenges a
student faces, it may help them target specific students for extra help or support in an effort to keep
them in school.

A visual model — which is the second type of model — is a visual representation of data. By
creating a picture of the data, a researcher or reader can understand the data at a glance and often
without much effort. Thus, visual models simplify data and create a simplified version of the data.
An example of a visual model (i.e., a bar graph) is Figure 1.1, which shows the differences in
dropout rate between students who stay at the same school and those who change schools. Most
readers have experience of visual models, such as line graphs, bar graphs, pie charts, and more.
However, in Chapter 4, we will discuss these models and other common visual models in statistics,
such as histograms, stem-and-leaf plots, and scatterplots.
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Figure 1.1 A bar graph showing the different rates of dropping out of high school for students who either never
changed high schools (left) or changed high schools at least once (righ?). This bar graph is an example of a simple
visual model. Data from Gaspar et al. (2012, p. 502).

The final type of model, the theoretical model, is not described in terms of numbers
or mathematical equations. Rather, a theoretical model is a causal explanation of reality,
usually in verbal terms. An example of a theoretical model in the social sciences is the
“matching hypothesis,” which states that when selecting a mate people tend to find a person
who is about as socially desirable as themselves. This occurs because people self-assess
their own desirability and then maximize their chances of finding a mate by (1) avoiding
people who would have a high probability of rejecting them, and (2) avoiding potential mates
who are much less desirable than themselves (Shaw Taylor et al., 2011). In informal terms, it is
this awareness of one’s own desirability level that makes a person realize that a potential
partner is “out of their league” and not worth pursuing, or that they can “do better” and should
find someone better than their current partner. The matching hypothesis also explains, for
example, why romantic partners tend to have similar levels of physical attractiveness
(Feingold, 1988).

But this theoretical model is — like the statistical model example — simplified, and that
makes it wrong to an extent because people may become romantically involved with one another for
reasons other than “social desirability.” The main differences between this theoretical model and a
statistical model are that (1) the theoretical model suggests a causal explanation for phenomena, and
(2) the theoretical model does not use numbers or equations in its expression.

Theoretical models have the advantage of being easy to understand because they are
expressed verbally. However, the drawback is that theoretical models are often too vague to be
scientifically useful. Language is ambiguous in its nature, and if exact terms are not clearly defined,
then a theoretical model may give the illusion of scientific understanding when, in actuality, it is
absent. If different scientists have different understandings of important concepts, or if the theoret-
ical model has many different possible interpretations, it may be so flexible that it becomes
impossible to falsify—which makes it unscientific (Smaldino, 2017).
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An example of a theoretical model that appears to be scientific, but in reality is not, is
Gardner’s multiple intelligences. According to psychologist Howard Gardner (2011), humans use
several (between seven and nine, depending on the version of the model) different abilities called
“intelligences” to solve problems in the environment, obtain their goals, and meet their bio-
logical and social needs. The model is extremely popular in education (Burton & Warne, 2020;
Warne & Burton, 2020), and you may have been exposed to it. For example, if a friend says you
are likely to succeed in statistics because you have high logical-mathematical intelligence, then
your friend is using Gardner’s theoretical model to make a prediction about your performance in
this class. On the other hand, if you worry that your logical-mathematical intelligence may not
be high enough to succeed, then your friend might suggest that you find ways to learn statistics
through movement and exercising your bodily-kinesthetic intelligence. These are just two of
Gardner’s intelligences.

Gardner has an interesting theoretical model, but it fails to have enough exactness to be
scientific. For example, he states that the abilities are “relatively independent” (Gardner, 2011,
p.- 337) and are separate intelligences — but that they can work together simultaneously to solve a
problem that spans multiple abilities (von Karolyi et al., 2003). But Gardner never explains how to
distinguish two abilities working together (which would support his theoretical model) from one
ability that can be used in multiple contexts (which would disprove his theoretical model). Gardner
also never explains what “relatively independent” means and how to judge whether abilities are
independent enough to support his theoretical model (Warne, 2020, Chapter 5). His theoretical
model is too vague to be scientific — even though it sounds scientific.

The lesson from this example is that theoretical models, though useful for communication
and interpretation, need to be precise enough that they have a single interpretation and can be
falsified. Often accompanying statistical models can help clarify a theoretical model sufficiently to
make it testable and scientific (Smaldino, 2017).

Theories. A theoretical model differs from a scientific theory. A theory is a logically
consistent system of principles that posits causal explanations for a wide range of phenomena in
many different contexts. Theories tend to be unified around a coherent set of principles that govern
the way the theory is manifest in the world. On the other hand, theoretical models are much more
limited in their scope, and most only explain a small number of phenomena in limited contexts.
Many theoretical models have no governing principles that apply outside the immediate situation
that they were designed for.

Sidebar 1.3

Importance of exact language

This textbook defines a theory as a logically consistent set of principles that explains many aspects of
reality in many different contexts. Some people define a theory as a working idea or a hunch, as when they
say, “| have a theory about why he acted that way.” This may be an acceptable use of the word in everyday
speech. But language in science is much more precise. The terminology in this chapter has several terms
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(like “theory,” “model,” and “population”) that have scientific meanings which differ from their meanings in
everyday speech. | strongly suggest that in class you never use technical vocabulary to have meanings
other than the precise definitions that these words have in science. Using scientific terminology in its
everyday sense can cause confusion (Lilienfeld et al., 2015; Warne et al., 2014b). Communication in
science should always be precise, clear, and unambiguous. This not only aids in communication but also

improves the quality of thinking of both the speaker and the listener.
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The difference between theories and theoretical models can be seen by re-examining the
matching hypothesis example. The matching hypothesis is a theoretical model because it only
explains one specific aspect of human behavior — mate selection. A much broader theory related
to mate selection would be Darwin’s theory of evolution. From an evolutionary perspective, the
matching hypothesis makes sense because it would ensure that as many members of the species as
possible would be able to pass on their genes. As a result, the next generation would be maximized
in both the number of offspring and in genetic diversity. Both these traits improve the ability of a
species to survive and reproduce. Thus, the matching hypothesis fits within the much broader theory
of evolution. Indeed, evolutionary theory’s scope extends far beyond human behavior: it also
explains patterns in the fossil record, the similarities in anatomical structure across many different
species, the differences in DNA structure across individuals and across species, and much more.

This example also shows how theoretical models may provide evidence for the theory. In
this case, the theoretical model supports the notion that the principles of evolutionary theory also
apply to humans, just as they do to all other species on Earth. On the other hand, if the theoretical
model did not reflect reality well, it would be evidence that the theoretical model is flawed or that
the theory does not apply to the specific variables or situations examined in the theoretical model.
If this happens, then it is best for scientists either to modify or discard either the theory or the
theoretical model (or both). Many advances in the physical, biological, and social sciences in the
past 300 years have been the result of scientists modifying their theories or forming new theories
when the old theories cannot generate theoretical or statistical models that accurately reflect reality
(Kuhn, 1996).

The interrelationships among theories, theoretical models, statistical models, and visual
models are shown in Figure 1.2. To sum up, theories are broad in scope (as shown in the figure,
where “Theories” has the largest oval and is at the top of the diagram) and are formulated to
attempt to explain many aspects of the world. These theories give rise to theoretical models as
scientists apply their theories to specific situations (which are smaller, lower ovals in the diagram).
If scientists choose to use statistics or mathematics to illustrate how the theory operates in a
specific situation, then they are building a statistical model. Statistical and theoretical models are
much narrower in scope and often do not try to create cause-and-effect explanation. Both statistical
and theoretical models are simplifications of reality, and often one can convert a statistical model
into a theoretical model (by describing it verbally) or vice versa (by building an equation that
describes the data collected on the phenomenon). Finally, a person can build a visual model to
represent the data in a statistical model or the organization of a theoretical model to make the
models easy to understand.

Check Yourself!

. In the world of science, what is a model?
. What are the three types of models? How is each different from the others?
. If every model is wrong in some way, why would scientists want to use models?

o What is the difference between a model and a theory?
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All models
make reality
simpler and
easier to

understand

Figure 1.2 The relationship among theories, theoretical models, statistical models, and visual models.

Sidebar 1.4 Scientific theories and scientific laws

Some people see a difference between scientific theories and scientific laws. This is because in everyday
language a theory is weaker than a law. (Which would you rather be caught disobeying when the police
are watching?) These people believe that a law has been proven, but that a theory has not. They may say,
for example, that Darwin’s theory of evolution is “just a theory,” but that Newton's laws of motion are
“scientific laws.”

This distinction is false. Newton's laws of motion have been disproven for over a century, as they
fail to account for phenomena observed at the astronomical level (such as the motion of the planet
Mercury) and at the subatomic level (such as in the behavior of photons and other subatomic particles).
On the other hand, Darwin'’s theory of evolution has been widely supported by data from geology, anatomy,
ecology, and genetics — a field which didn't even exist when Darwin formulated his theory.

In reality, no scientific hypothesis can be proven true once and for all, because it only takes one
consistently replicated observation to disprove a scientific law. On the other hand, to prove a hypothesis
true would require a scientist to make every possible observation of a phenomenon — otherwise, it is
possible that there is a situation where the hypothesis does not function. But it is simply infeasible to make
every possible observation because it would require making observations throughout the universe from the
beginning of time (Popper, 1935/2002). We will discuss this point more in Chapter 7 (see Sidebar 7.1).
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So why are Newton's discoveries called “laws” and Darwin’s are merely “theories”? Because a
massive amount of evidence in support of Newton's work accrued before philosophers and scientists
realized that proving a hypothesis true was impossible. Evolutionary theory, however, is much younger, and
philosophers and scientists realized the impossibility of establishing “laws of nature” before enough
evidence had accumulated for anyone to call evolution a “law.” Basically, Isaac Newton discovered “laws”
and Charles Darwin developed a “theory” because of an accident of history and language.

Summary

Although few students majoring in the social sciences would choose to take statistics, it is a
necessary part of their education. Most of the social sciences are dominated by quantitative research,
which means that many researchers use statistics to analyze their data and communicate their results.
A practitioner in the social sciences who does not understand statistics is incapable of understanding
most research in their field and applying it to real-life situations.

This chapter also covered some of the basic principles of research design, including the
nature of research hypotheses and research questions, the difference between experimental and
correlational research, and how descriptive statistics and inferential statistics serve different pur-
poses. These foundational concepts are necessary to understand the rest of the textbook.

This book is organized around the principle of models. A model is a simplified version of
reality that is designed to help people understand the real world better. There are three kinds of
models that we will discuss in this textbook: statistical models, visual models, and theoretical
models. Statistical models are expressed as numbers or equations, while theoretical models are
expressed verbally. Theoretical models tend to have a causal component, while statistical models
usually do not. Both theoretical and statistical models differ from theories because models are
narrower in scope and usually involve specific variables. Visual models are visual representations of
either a theoretical model or a statistical model, and they are designed to foster easy an understand-
ing of the data or idea under consideration. Theories, on the other hand, are attempts to explain
many aspects of the natural or social world and have applications that span many contexts. Theories
often spur researchers to create models, and models are frequently used to test the applicability of
theories to specific situations.

Reflection Questions: Comprehension

1. Why do researchers in the social sciences rarely have data from the entire population of subjects
that they are interested in?

2. Why is it important to have the ability to independently evaluate researchers’ interpretation of
their data?

3.  What trait do theoretical models, statistical models, and visual models all have in common?

4. If most undergraduate students in the social sciences will not become professional researchers
in their careers, why is it necessary that they take a statistics course?

5. What is a model? How does the scientific usage of the word “model” differ from the everyday
definition of a model? How is it similar?

6. What are the limitations of theoretical models?
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Explain:

a.  Why every model is wrong in some way.

b.  Why practitioners and researchers in the social sciences should nevertheless use
models.

c. How researchers and practitioners judge whether they should use a particular model.

What are the four main ways that social science practitioners use statistics in their work?

Reflection Questions: Application

10.

11.

12.

13.

14.

Carl believes in the power of magnets in relieving physical pain, and he wears magnets on his

body for this purpose. However, his magnetic bracelet doesn’t help with his arthritis pain. He

consulted a website about healing magnets, and found that he needs to periodically change the
location of the magnet on his body until his pain is relieved. Why is Carl’s hypothesis about
the healing properties of magnets unscientific?

What would be an example of a theory in your major? Can you give an example of how that

theory has given rise to a theoretical model? What would be a possible situation that would

disprove the theory?

A researcher wishes to study stress, and so she records the heart rate of each of her subjects as

they are exposed to a stressful situation. Is “heart rate” an independent or dependent variable?

Justify your response.

A social worker wants to study the impact of the instability of a child’s home life on the child’s

academic performance. She defines “instability” as the number of homes that the child lives in

during a year and “academic performance” as the child’s grades that the teacher assigns on a

scale from 0 to 100. Which step of the quantitative research process is this?

Teresa wants to know whether people who post more messages about themselves on social

media are more selfish than people who do not.

a. She decides to count the number of Facebook status updates that her subjects post in a
week that include the word “I.” She also administers a psychological test that her
professor told her measures selfishness. By using these methods of measuring her
variables, what step of the research is she engaging in?

b. Teresa believes that selfishness also causes people to post more self-centered messages on
social media. Which variable is the independent variable in her study? Which variable is
the dependent variable? Why?

c. Is this a correlational design or an experimental design?

Some cultural anthropologists study “rites of passage,” which are rituals accompanying

people’s transition from one stage of their life to another. The idea of “rites of passage” is very

broad and can be applied to rituals in many cultures and in all stages of life from birth to death.

An anthropologist decides to use the rite of passage framework to understand how adolescents

in a specific tribal culture become recognized as adults.

a. In this context, is the idea of “rites of passage” a theory, a theoretical model, a statistical
model, or a visual model?

b.  When the anthropologist applies this idea to a specific culture and explains the stages of
that culture’s rites of passage, is this a theory, a theoretical model, a statistical model, or a
visual model?



18 Statistics and Models

15. A political science student is interested in the votes that legislators in different countries cast
when considering different bills. The student decides that it is impractical to study every vote
by every politician in every country. So, he decides to study only a selection of votes.

a. What is the population in this example?
b. What is the sample in this example?

16. A family science professor wants to study the impact of frequent quizzes on her students’
study habits. In one of her classes she does not offer quizzes. In another class, she offers a quiz
once per week. In her last class she offers a quiz in every class session. In each class she asks
her students how many hours per week they studied.

a.  What is the independent variable in this example?

b. What is the dependent variable in this example?

c. How did the professor operationalize “study habits”?
d. Is this an experimental design or a correlation design?

Software Guide

At the end of every chapter, I will provide a brief guide to using statistical software so that you can
take advantages of modern computing power to conduct statistics. These guides will cover two
programs: Microsoft Excel and the Statistical Package for the Social Sciences (SPSS). Excel is a
widely available spreadsheet program that comes as part of the Microsoft Office software
package, and there are several similar programs. The SPSS package is produced by the IBM
Corporation and is one of the most common statistical analysis programs in use in the social and
behavioral sciences. Many instructors require their statistics students to learn how to use one or both
programs.

These end-of-chapter guides will help you understand how the mathematical and
theoretical principles of statistics are implemented with modern technology. Because this chapter is
mostly theoretical, this guide will serve as a general introduction to both programs.

Excel

After opening Excel, you should see a screen similar to the one in Figure 1.3, which shows a
blank grid. Each box in the grid is called a cell. Selecting a cell permits you to enter a datum into
it. In Excel it doesn’t matter whether each row represents a variable or whether each column
represents a variable, though many users find it easier to treat columns as variables. This means that
each row usually represents a sample member. (Treating each column as a variable also makes it
easier to export a file from Excel into another data analysis program, such as SPSS.) Most people
use the first row or column to label their variables so that they can easily remember what the

data mean.

There are a few features that you can see in Figure 1.3. First, the bottom left has three tabs
labeled “Sheetl,” “Sheet2,” and “Sheet3.” A sheet is the grid that you see taking up the majority of
the screen. Each Excel file can store multiple sheets, which is convenient for storing multiple
datasets in the same file. The top bar displays several tools useful for formatting, permitting the user
to make cosmetic changes to the data, such as to select a font, to color-code cells, or to select the
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Figure 1.3 The default opening screen in Microsoft Excel.

number of decimal places in a cell. If your instructor or employer requires you to use software for
data analysis, I suggest that you invest some time in exploring these and other features in the
program.

SPSS

The opening screen for SPSS looks similar to Excel’s opening screen, as is apparent when
comparing Figures 1.3 and 1.4. Both programs feature a grid of cells that permit users to enter data
directly into the program. In SPSS this is called the “data view.” In the data window the columns are
variables and the rows are called “cases” (which are usually individual sample members, though not
always).

On the bottom left of the screen in SPSS are two tabs. The one highlighted in Figure 1.4
gives the data view; the other gives the variable view. Clicking “Variable View” will change the
screen to resemble Figure 1.5. “Variable view” allows users to enter information about variables,
including the name, the type of variable, the number of decimal places, and more. We will discuss
Variable View more in Chapter 2. Until then, I recommend that you experiment with entering data
into SPSS and naming variables.
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Further Reading

Cronbach, L. J. (1957). The two disciplines of scientific psychology. American Psychologist, 12(11),
671-684. https://doi.org/10.1037/h0043943

* This article is a classic in psychology. In the article Cronbach discusses the experimental and
correlational approaches to researching human behavior and the strengths and shortcomings of
each method.

DiCicco-Bloom, B., & Crabtree, B. F. (2006). The qualitative research interview. Medical Education,
40(4), 314-321. https://doi.org/10.1111/j.1365-2929.2006.02418.x

* For readers interested in qualitative research, this article serves as an introduction to that family of

research methods. Many qualitative researchers conduct interviews in their research, and this
article’s authors focus on different types of interviews in the qualitative approach and on how
qualitative researchers collect and analyze qualitative interview data.

Rodgers, J. L. (2010). The epistemology of mathematical and statistical modeling: A quiet
methodological revolution. American Psychologist, 65(1), 1-12. https://doi.org/10.1037/a0018326

* An excellent explanation of models, with special focus on statistical models. Rodgers explains the
strength of building models while also understanding that models are simplified versions of reality
and will never explain every nuance of human behavior.
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Levels of Data

In Chapter 1, we saw that most of the social sciences are dominated by quantitative research,
which is a form of research in which researchers convert their data into numbers so that they can
be analyzed with statistics. This chapter is about the process of converting data into numbers — a
process called measurement.

For researchers in the physical sciences, the process of measuring data numerically is
often relatively straightforward. Physicists, chemists, and biologists all know how to measure the
weight, speed, or length of an object, and there are few disagreements in these fields about how to
gather numerical data. For social scientists the process of recording data in numbers can be a
particularly difficult problem. For example, let’s imagine a researcher who wants to determine
whether parents who are more affectionate to one another are also more attentive to their children.
How should the researcher measure “affection” and “attentiveness”? Unlike height or weight,
there is no obvious way that these variables should be measured. Indeed, it is possible that
researchers — especially from different branches of the social sciences — could disagree vigorously
about how to measure these variables. This chapter explains the basic principles of measurement
and the main framework for thinking about the measurement of variables.

Learning Goals

After studying this chapter you should be able to:

. Explain what an operationalization is and why it is necessary to create operationalizations
to conduct research.

. Distinguish among the four levels of data in the organization system created by Stevens
(1946).

. Demonstrate the benefits of collecting data at the highest level possible.

. Explain the differences between continuous and discrete data.

Defining What to Measure

The first step in measuring quantitative variables is to create an operationalization for them. In
Chapter 1 an operationalization was defined as a description of a variable that permits a researcher to
collect quantitative data on that variable. For example, an operationalization of “affection” may be
the percentage of time that a couple holds hands while sitting next to each other. Strictly speaking,
“time holding hands” is not the same as “affection.” But “time holding hands” can be objectively
observed and measured; two people measuring “time holding hands” for the same couple would
likely produce similar data. However, “affection” is abstract, ambiguous, and unlikely to produce
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consistent results. Likewise, a researcher could define “attentiveness” as the number of times a
parent makes eye contact with a child or the number of times he or she says the child’s name. Again,
these operationalizations are not the same thing as “attentiveness,” but they are less ambiguous.
More importantly, they produce numbers that we can then use in statistical analysis.

Sidebar 2.1

Operationalizations and reductionism

You may have a problem with operationalizations because using operationalizations means that research-
ers are not really studying what interests them, such as “affection” or “attentiveness.” Rather, they are
studying the operationalizations, which are shallow substitutes for the ideas that really interest them. It is
understandable why operationalizations are dissatisfying to some: no student declares a major in the
social sciences and says, “| am so excited to learn about the percentage of time that romantic partners
hold hands!”

Critics of operationalizations say that — as a result — quantitative research is reductionist,
meaning that it reduces phenomena to a shadow of themselves, and that researchers are not really
studying the phenomena that interest them. These critics have a point. In a literal sense, one could say that
personality,
important phenomena. This shortcoming is not unique to the social sciences. Students and researchers in
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no social scientist has ever studied “affection,” “racism, marital satisfaction,” or many other
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the physical and biological sciences operationalize concepts like “gravity,” “animal packs,” and “physical
health” in order to find quantifiable ways of measuring them.

There are two responses to these criticisms. First, it is important to keep in mind that quantitative
research is all about creating models, which are simplified versions of reality — not reality itself (see
Chapter 1). Part of that simplification is creating an operationalization that makes model building possible
in the first place. As long as we remember the difference between the model and reality, the simplified,
shallow version of reality is not concerning.

My second response is pragmatic (i.e., practical) in nature: operationalizations (and, in turn, models)
are simply necessary for quantitative research to happen. In other words, quantitative research “gets the job
done,” and operationalizations and models are just necessary parts of the quantitative research process.
Scientists in many fields break down the phenomena they study into manageable, measurable parts — which
requires operationalization. A philosopher of science may not think that the “because it works” response is
satisfactory, but in the everyday world of scientific research, it is good enough.

If you are still dissatisfied with my two responses and you see reductionism as an unacceptable
aspect of quantitative science, then you should check out qualitative methods, which are much less
reductionist than quantitative methods because they focus on the experiences of subjects and the
meaning of social science phenomena. Mixed methods procedures (see Chapter 1) can also reduce a
researcher’s reliance on operationalizations because they have a qualitative component that does not use
operationalizations as part of the data gathering process (see Dellinger & Leech, 2007). For a deeper
discussion of reductionism and other philosophical issues that underlie the social sciences, | suggest the
excellent book by Slife and Williams (1995).

Levels of Data

Operationalizations are essential for quantitative research, but it is necessary to understand the
characteristics of the numerical data that operationalizations produce. To organize these data, most
social scientists use a system created by Stevens (1946). As a psychophysicist, Stevens was uniquely
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qualified to create a system that organizes the different types of numerical data that scientists gather.
This is because a psychophysicist studies the ways people perceive physical stimuli, such as light,
sound, and pressure. In his work Stevens often was in contact with people who worked in the
physical sciences — where measurement and data collection are uncomplicated — and the social
sciences — where data collection and operationalizations are often confusing and haphazard (Miller,
1975). Stevens and other psychophysicists had noticed that the differences in perceptions that people
had of physical stimuli often did not match the physical differences in those stimuli as measured
through objective instruments. For example, Stevens (1936) knew that when a person had to judge
how much louder one sound was than another, their subjective reports often did not agree with the
actual differences in the volume of the two sounds, as measured in decibels. As a result, some
researchers in the physical sciences claimed that the data that psychologists gathered about their
subjects’ perceptions or experiences were invalid. Stevens had difficulty accepting this viewpoint
because psychologists had a record of success in collecting useful data, especially in studies of
sensation, memory, and intelligence.

The argument between researchers in the physical sciences and the social sciences was at
an impasse for years. Stevens’s breakthrough insight was in realizing that psychologists and
physicists were both collecting data, but that these were different levels of data (also called levels
of measurement).

In Stevens’s (1946) system, measurement — or data collection — is merely “the assignment
of numerals to objects or events according to rules” (p. 677). Stevens also realized that using
different “rules” of measurement resulted in different types (or levels) of data. He explained that
there were four levels of data, which, when arranged from simplest to most complex, are nominal,
ordinal, interval, and ratio data (Stevens, 1946). We will explore definitions and examples of each of
these levels of data.

Nominal Data. To create nominal data, it is necessary to classify objects into categories
that are mutually exclusive and exhaustive. “Mutually exclusive” means that the categories do not
overlap and that each object being measured can belong to only one category. “Exhaustive” means
that every object belongs to a category — and there are no leftover objects. Once mutually exclusive
and exhaustive categories are created, the researcher assigns a number to each category. Every object
in the category receives the same number.

There is no minimum number of the objects that a category must have for nominal data,
although it is needlessly complicated to create categories that don’t have any objects in them. On the
other hand, sometimes to avoid having a large number of categories containing only one or two
objects, some researchers create an “other” or “miscellaneous” category and assign a number to it.
This is acceptable as long as the “miscellaneous” category does not overlap with any other category,
and all categories together are exhaustive.

The word nominal means “in name only.” In fact, the word “nominal” comes from the Latin
word for “name,” nomen. Thus, it makes sense that the numbers in nominal data are merely labels.
They do not actually have a mathematical function; rather, they serve as a label. Because the
numbers do not have any mathematical purpose, the choice of which numbers to use is completely
arbitrary. If a researcher has two groups of subjects, such as people diagnosed with a mental disorder
and people not diagnosed with a mental disorder, then, after classifying people into one group or
another, the researcher would assign a number to each group. In this example, perhaps everyone
without a disorder would be given a value of 0 and everyone with a disorder would be given a value
of 1. Because these numbers are arbitrary, there is nothing special about the numbers 0 and 1. It
would make just as much sense to use the numbers —25 and 13. Or 1 and 1.52. Or %2 and %. Due to
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the arbitrary nature of these numbers, the values do not indicate that one group is greater than
another or possesses more of the quality being measured. For example, if we assign the value of 1 to
males and the value of 2 to females, it does not mean that we think men are no. 1 in a ranking sense
or that women have more gender than men. This is merely a way of labeling categories that differ in
type — not amount.

Because of the arbitrary nature of the numbers in nominal data, there are limits to the type
of data analysis that we can do with nominal data. If a researcher has nominal data, it only makes
sense to classify objects into categories, count the number of objects within each category, and
express the number of group members as a percentage or a proportion. This is because classifying,
counting, and calculating percentages and proportions only requires mutually exclusive and exhaust-
ive categories; these mathematical functions don’t use the “name” (i.e., numerical value) of the
categories. As a result, the numbers that a researcher assigns to each category do not interfere with
these mathematical functions. As a reference, Table 2.1 shows which mathematical functions can be
performed with nominal data or with other levels of data.

Nominal variables are frequently used in data analysis. For example, a subject’s race or
ethnicity is a common variable in analysis. In one study (Warne et al., 2013a), my coauthors and
I labeled White subjects, as Group 0, African American subjects as Group 1, Asian American
subjects as Group 2, Hispanic subjects as Group 3, multiracial subjects and subjects belonging to
other races as Group 4, Native American subjects as Group 5, and Pacific Islander subjects as Group
6. The order of these groups and the numbers assigned to them are completely arbitrary. (We
selected the number O for the largest group and put the remaining groups in alphabetical order,
though any numbering scheme would work equally well.) It was also arbitrary that Group 4 consists
of a combination of multiracial subjects and those who belong to other racial groups. We could have
split up these people into two groups. Some other examples of nominal variables include the group
that subjects are assigned to in an experiment (e.g., the experimental group or the control group), the
marital status of a couple (e.g., married, engaged, cohabitating, divorced), and a subject’s dominant
hand (e.g., left-handed, right-handed, or ambidextrous).

Ordinal Data. An important feature of Stevens’s (1946) system is that each level of data
has all of the characteristics of the lower levels of data, plus additional characteristics that distin-
guish it from lower levels. Therefore, ordinal data also consist of mutually exclusive and exhaustive
categories. However, the numbers for the categories in ordinal data indicate some sort of rank,
meaning larger numbers indicate more of the quality being measured and smaller numbers indicate

Table 2.1 Acceptable mathematical operations for each level of data

Mathematical function Nominal data Ordinal data Interval data Ratio data
Classification Yes Yes Yes Yes
Counting Yes Yes Yes Yes
Proportions and percentages Yes Yes Yes Yes
Rank ordering No Yes Yes Yes
Addition No No Yes Yes
Subtraction No No Yes Yes
Dividing to form averages No No Yes Yes

Dividing to form ratios No No No Yes
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that category members possess less of the quality being measured (or vice versa). For example, if a
researcher assigns the number 0 to short people, 1 to people of medium height, and 2 to tall people,
then the researcher has created ordinal data because higher numbers in this example are assigned to
taller people. If the numbers are reversed, this is still ordinal data, but now lower numbers would
indicate taller people. However, it is not possible to calculate averages or to perform addition or
subtraction with ordinal data. In fact, Stevens (1946, p. 679) said that this was an “illegal” statistical
operation.

Because ordinal data have all the characteristics of nominal data, it is also possible to
categorize, count, and express ordinal data as proportions or percentages — as shown in Table 2.1.
However, it is also possible to rank objects with ordinal data. Additionally, due to the mutually
exclusive and exhaustive categories of ordinal data, it is also possible to convert ordinal data to
nominal data. All that this conversion requires is mixing up the numbers applied to each group. For
example, if we assign the number 0 to short people, 1 to tall people, and 2 to people of medium
height, then the order of the numbers is lost, because higher numbers no longer consistently indicate
taller people. Thus, the meaning that the numbers had in their previous order (i.e., 0 = short people,
1 = medium people, 2 = tall people) is lost because the numbers assigned to each category have been
rearranged. The result is that the numbers now are nominal data. The lesson from this example is
that it is always possible to convert data to a lower level. However, it is never possible to convert
data to a higher level.

Ordinal variables are very common in data analysis in the social sciences. Some examples
of these variables include income levels (e.g., low income, middle income, high income), age groups
(e.g., infants, children, adolescents, adults), education levels, and military ranks. What all of these
variables have in common is that the categories — in addition to being mutually exclusive and
exhausting — have a distinct order to them. For example, the age group categories are arranged from
the youngest group to the oldest.

Interval Data. Interval data also consist of (1) mutually exclusive and exhaustive categor-
ies, and (2) numbers that indicate rank or magnitude. Additionally, the scale of interval data has an
equal distance between all adjacent points (or “intervals”) along the entire range of the scale. In
other words, the distance between any pair of adjacent numbers will be equal, no matter which pair
of numbers one selects.

One example of interval data from Stevens (1946) is the Celsius temperature scale, which
defines 0 °C as the freezing point of water and 100 °C as the boiling point of water. The difference in
temperature between 0 °C and 1 °C is the same as the difference in temperature between 99 °C and
100 °C. In fact, this constancy does not just apply from 0 °C to 100 °C, but rather to any temperature
on the scale. This regularity in the difference in numbers is what makes this an example of interval-
level data.

The equal intervals between adjacent numbers in interval data are what make it possible to
add, subtract, and compute averages with interval data. This is why, for example, it makes sense to
say that today is 3 °C hotter than yesterday, or to compute the average temperature in a location.
Moreover, because interval data have the qualities of nominal and ordinal data, it is also possible to
count, classify, compute proportions and averages, and find ranks. Hence, it also makes sense
to record the hottest day of the year in a location (a ranking) or to count the number of days above
25 °C in a year (counting). Table 2.1 shows the new mathematical functions that can be performed
with interval data: counting, classifying, finding proportions and percentages (as can be done for
nominal data), producing rank data (as can be done for ordinal data), adding, subtracting, and
dividing to form averages.
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Ratio Data. The highest level of data in the Stevens (1946) system is ratio-level data. Ratio
data possess all the characteristics of the lower levels of data: mutually exclusive and exhaustive
categories, numbers that indicate rank or order, and equal intervals between adjacent numbers on the
scale. Additionally, ratio data have the property of an absolute zero, which indicates the complete
absence of the variable being measured. For example, most weight scales are ratio-level scales
because zero indicates that the object has no weight. This absolute zero is what distinguishes ratio
data from interval data.

The absolute zero on a ratio scale permits researchers to form ratios between two measure-
ments of ratio data. For example, if Person A weighs 45 kilograms (99 1bs.) and Person B
weighs 90 kilograms (198 1bs.), then it makes sense to say that Person A weighs half as much as
B (Marcus-Roberts & Roberts, 1987). The phrase “half as much” is a way of expressing a 1:2 ratio
of the two people’s weights. Also, notice how the 1:2 ratio is observed whether weight is measured
in kilograms or pounds; that is because both measures of weight produce ratio data. Both kilograms
and pounds have an absolute zero, a consistent difference between adjacent numbers across the
entire length of the scale, rank order to the numbers, and mutually exclusive and exhaustive
categories.

However, the Celsius and Fahrenheit temperature scales are not ratio-level data. Instead,
they are interval-level, and ratios between two measures do not make sense. For example, if location
A has a temperature of 15 °C (59 °F) and location B has a temperature of 30 °C (86 °F), then the
ratio using the Celsius scale is 1:2, but the ratio using the Fahrenheit scale is 1:1.46. These differing
ratios don’t make sense. It would mean that location B is simultaneously twice as hot as location
A and 46% hotter. The two ratios occur for the same data because the zero points on the Fahrenheit
and Celsius scales do not represent the total absence of heat. However, there is a temperature scale
where zero signifies the complete absence of heat: the Kelvin scale. When we measure temperatures
on the Kelvin scale, it does make sense to talk about one location being twice as hot as another. On
the Kelvin scale, 15 °C is equivalent to 288 K, and 30 °C is equivalent to 303 K, making the ratio
1:1.05. In other words, 30 °C is only 5% hotter than 15 °C.

Sometimes it can be difficult to grasp the concept of “absolute zero” because it may be an
impossible score in a sample. For example, no one in a sample of people will weigh 0 kg. That may
be true, but the fact that a zero may not be obtainable in a study is irrelevant. Rather, the important
issue is whether zero would indicate the absence of the characteristic that the researcher is
measuring. The fact that nobody in a sample would have a weight of 0 kg does not matter (nor
does the fact that no recorded temperature on Earth has ever been 0 K).

Guided Practice 2.1

While preparing this textbook chapter, I received a survey from my bank that has examples of
questions that collect data at different levels. For each of these examples, I will explain the level of
data that the question generates.

« “Do you currently own or rent your home?”
O This question produces nominal data because it produces answers that can be
classified into two mutually exclusive and exhaustive categories. Any number
assigned to either category (i.e., owners and non-owners) would be arbitrary.
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« “Do you find your cell phone plan to be unsatisfactory, somewhat satisfactory, or very
satisfactory?”

O The three categories in this survey question can easily be ordered from least
satisfactory to most satisfactory, which would produce ordinal data. But this question
won’t produce interval data because it is not clear that the distance in level of
satisfaction between adjacent categories is the same.

« “On a scale from 1 to 7, please indicate how likely you are to buy a new car in the next
year.”

O This type of rating scale — like test scores — is somewhat unclear (see Sidebar 2.3).
The seven scale points and the possibility that we could add scores from this variable
with scores from another variable indicates that this is probably an item that produces
interval-level data. But, Sidebar 2.3 shows that rating scales like these can be
ambiguous.

« “How many years have you had your job?”

O This question produces ratio data because a response of 0 would mean that the person
had just acquired their job. Additionally, it makes sense to say that someone who has
had their job for three years has been employed in the same job for one-fifth as long
as someone who has worked in the same job for 15 years. This sort of ratio (e.g., 1:5)
makes sense, and this also demonstrates the ratio nature of this question’s data.

In addition to physical measurements, most measurements of time, such as age or the
number of years since a person graduated from high school, are ratio data. Another frequent form of
ratio data in the social sciences occurs when researchers count the number of a particular object that
a person possesses. For example, if a researcher visits participants’ homes and counts the number of
books that each person owns, then the researcher is producing ratio data. After all, it makes sense to
say that one person is twice as old as another, or that one person owns three times as many books as
another person. Likewise, a person with an age of zero years has not had any birthdays yet, and a
person who owns zero books has a total absence of books.

Table 2.1 shows that every mathematical function that can be performed with a lower level
of data can be performed with ratio-level data. Additionally, ratio-level data can be divided to form
ratios, such as the 2:1 ratio of ages in the previous paragraph.

Check Yourself!

« As defined by Stevens (1946), what is measurement?

« What are the four levels of data, in order from the most basic to the most advanced?

. For nominal data, why does the choice of numbers assigned to each category not matter?
. What is the property that interval data have that ordinal data do not?

. What is the meaning of absolute zero in the context of ratio data?
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Sidebar 2.2 Memory aid

Some people have difficulty remembering the order of the levels of data. My students like a simple memory
aid: NOIR, which stands for nominal, ordinal, interval, and ratio — the order of the levels of data from
simplest to most complex. “Noir” is the French word for “night.” The word also makes some people think of
old movies from the film noir genre (like Sunset Boulevard). Some of my female students have told me that
“noir” is also the name of a perfume. Hopefully, one of these tips will help you remember the order of
Stevens's (1946) four levels of data.

Sidebar 2.3 Test scores and rating scales

Most types of data can be easily classified into one of Stevens's (1946) four levels of data. However, it can
be difficult to classify them as one particular level of data. For example, consider a spelling test for
kindergarteners that consists of four words:

. cat

. bag

. tan

. Brobdingnagian

The total test score for a child can be ordinal-, interval-, or ratio-level data, depending on how the
researcher conceptualizes the data. If the researcher counts the number of words spelled correctly, then
he or she is collecting ratio-level data. However, if the researcher believes that zero does not represent a
complete absence of spelling ability — perhaps because a child could spell other words correctly — then
the data would be considered interval-level data. Finally, one could make the argument that the “dis-
tances” between points on this scale are not equal because the difference in spelling ability between
spelling one word correctly and spelling two words correctly is not the same as the difference in ability
between three and four words. If this argument is correct, then the data would be ordinal.

Stevens (1946) himself recognized that test scores are ambiguous and difficult to classify in his
system. In the three generations since he published his article, the debate about the level of data
of test scores has not been fully resolved. Some social scientists claim that scores from tests
and surveys are always ordinal data (e.g., S. Jamieson, 2004; van der Eijk & Rose, 2015), while
others (e.g., Borgatta & Bohrnstedt, 1980; Norman, 2010) have argued that many test scores
function so similarly to interval data that any distortions from treating test scores as interval data
are minimal (and sometimes non-existent). Usually, whether a given set of scores is ordinal,
interval, or ratio depends on how the test was scored and how the numbers are interpreted.
Most researchers, though, treat their test scores and survey data as if they were interval-level
unless they have reason to suspect otherwise. It is an argument that has been going on for over
70 years, and it shows no sign of being resolved completely.

Rating scales have the same problem. For example, on the website imdb.com, users can rate
movies from 1 star to 10 stars. It's not completely clear whether these are categories produce
ordinal data or interval data. It all depends on whether people using the rating scale consider
there to be an equal distance between categories. In other words, is it as easy for a film to move
from 3 stars to 4 stars as it is to move from 8 stars to 9 stars? If so, then the scale may be
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interval. If not, then it is an ordinal scale. But it is extremely difficult to know for sure, and it is
possible that some of imdb.com’s users gave equal distances between numbers and other
customers did not. As with test scores, there is no clear solution to this question, and it is a
controversy that is unlikely to be fully resolved soon. As a result, there is disagreement about
which statistical methods are appropriate for rating scales (and test scores). Experts who say
that rating scales are ordinal data claim quite forcefully that data from these scales cannot be
averaged; those who think that rating-scale data are interval-level disagree and often average
their rating-scale data.

So What?

Why should we care about the four levels of data? The answer lies in Table 2.1: certain mathematical
operations require certain levels of data. Without the appropriate level of data, a researcher will
produce results or conclusions that are distorted or nonsensical. For example, in one news article
about researchers in Antarctica, the reporter stated that it was —40 °C at Lake Vostok (the coldest
place on Earth), but that, “When the winter arrives in the next few weeks, the temperature can get
twice as cold. Vostok Station boasts the lowest recorded temperature on Earth: —89.4 degrees
Celsius” (“Russian scientists seeking Lake Vostok lost in frozen ‘Land of the Lost’?”, 2012, para. 7).
In reality, —80 °C (193 K) is not “twice as cold” as —40 °C (233 K); it is actually just 17.2% colder
(233 -193 =40, and 40 + 233 = 17.2%). An accurate understanding of the true differences between
these two temperatures is only possible when using the correct level of data — in this case, ratio-level
data — when performing a mathematical calculation.

A minor error in a news report is bothersome. But collecting the wrong level of data for a
statistical procedure can have negative consequences. In graduate school, I worked in a center that
helped students and faculty with almost every aspect of research. Frequently, a student asked for
help in analyzing the data they had collected for their master’s thesis or doctoral dissertation. At least
once per month I had to tell a student that they had collected the wrong level of data for the statistical
analysis that they wanted to perform. In some cases, this meant that the student had useless data and
had to delay graduation because they needed to collect new, analyzable data. Don’t let that happen to
you! Make sure that you always know which mathematical or statistical procedures you want to
perform with your data and then ensure that you collect a level of data that permits those procedures.
(Chapter 15 discusses this issue more.)

Even researchers sometimes make this basic mistake. I once read an article (J. D. Lewis et al.,
2007) in which the authors calculated an average for ordinal data — something that Table 2.1 shows is
not permitted. Noticing this error (and others), I wrote a critique of the article to the journal, and the
editor published it (Warne, 2009). The original authors now have another article in the scientific
record that consists of nothing but a discussion about the flaws in their work. This is not something that
researchers want attached to their work (see Reynolds, 2010, pp. 2-3, for a similar story).

Other Ways to Classify Data

The Stevens (1946) system is — by far — the most common way to organize quantitative data, but it is
not the only possible scheme. Some social scientists also discuss whether their data are continuous



Summary 31

or discrete. Continuous data are data that permit a wide range of scores that form a constant scale
with no gaps at any point along the scale and also have many possible values. Many types of data in
the social sciences are continuous, such as intelligence test scores, which in most samples of the
general population range from about 55 to 145, with every whole number in between being a
possible value for a person.

Continuous data often permit scores that are expressed as fractions or decimals. All three
temperature scales that I have discussed in this chapter (i.e., Fahrenheit, Celsius, and Kelvin) give
continuous data, and with a sensitive enough thermometer it is easy to gather temperature data
measured at the half-degree or tenth of a degree.

In contrast with continuous data are discrete data, which are scores that have a limited
range of possible values and do not form a constant, uninterrupted scale of scores. All nominal data
are discrete, as are ordinal data that have a limited number of categories or large gaps between
groups. A movie rating system where a critic gives every film a 1-, 2-, 3-, or 4-star rating would be
discrete data because it only has four possible values. Most interval or ratio data, however, are
continuous — not discrete — data. The point at which a variable has “too many” values to be discrete
and is therefore continuous is often not clear, and whether a particular variable consists of discrete or
continuous data is sometimes a subjective judgment. To continue with the movie rating system
example, it is an open question whether the 1 to 10 film rating system on imdb.com has enough
values in the rating scale for the data to be continuous. Opinions may vary from researcher to
researcher.

Check Yourself!

. Why is it important to understand the four levels of data?
o Why is there controversy about the level of data that rating scales produce?

. What is the difference between discrete and continuous data?

Summary

Before conducting any statistical analyses, researchers must decide how to measure their variables.
There is no obvious method of measuring many of the variables that interest social scientists.
Therefore, researchers must give each variable an operationalization that permits them to collect
numerical data.

The most common system for conceptualizing quantitative data was developed by Stevens
(1946), who defined four levels of data, which are (in ascending order of complexity) nominal-,
ordinal-, interval-, and ratio-level data. Nominal data consist of mutually exclusive and exhaustive
categories, which are then given an arbitrary number. Ordinal data have all of the qualities of
nominal data, but the numbers in ordinal data also indicate rank order. Interval data are characterized
by all the traits of nominal and ordinal data, but the spacing between numbers is equal across the
entire length of the scale. Finally, ratio data are characterized by the presence of an absolute zero.
This does not mean that a zero has been obtained in the data; it merely means that zero would
indicate the total lack of whatever is being measured. Higher levels of data contain more
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information, although it is always possible to convert from one level of data to a lower level. It is not
possible to convert data to a higher level than it was collected at.

It is important for us to recognize the level of data because, as Table 2.1 indicates, there are
certain mathematical procedures that require certain levels of data. For example, calculating an
average requires interval or ratio data; but classifying sample members is possible for all four levels
of data. Social scientists who ignore the level of their data risk producing meaningless results (like
the mean gender in a sample) or distorted statistics. Using the wrong statistical methods for a level of
data is considered an elementary error and a sign of flawed research.

Some researchers also classify their data as being continuous or discrete. Continuous data
are data that have many possible values that span the entire length of a scale with no large gaps in
possible scores. Discrete data can only have a limited number of possible values.

Reflection Questions: Comprehension

1. Explain why scores on many tests and surveys can be ordinal, interval, or ratio data.

2. Explain why most researchers do not actually measure the phenomena they are interested in,
but, rather, choose variables that they believe are related to the phenomena of interest.

3. A researcher wishes to add together the scores from different subjects. Which level(s) of data
should the researcher collect in order to perform this mathematical function?

4. A different researcher wants to count the number of subjects who obtain each score on a
variable. What is the lowest level of data that the researcher should collect in order to perform
this mathematical function?

5. Knowing that it is only possible to convert data down to simpler levels, what would you suggest
to researchers who want their data to be as flexible as possible?

Reflection Questions: Application

6. Classify the following variables into the correct level of data (nominal, ordinal, interval,
or ratio):

Number of Facebook friends

Height, measured in centimeters

Reaction time

Kelvin temperature scale

Race/ethnicity

Native language

Military rank

Celsius temperature scale

College major

American movie content ratings (e.g., G, PG, PG-13, R, NC-17)

Personality type

Hours spent watching TV per week

Percentage of games an athlete plays without receiving a penalty

R, s o

2
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n. Marital status (i.e., single, married, divorced, widowed)
o. Fahrenheit temperature scale

7. Label each of the examples in question 6 (a—0) as continuous or discrete data.

8. Kevin has collected data about the weight of people in his study. He couldn’t obtain their
exact weight, and so he merely asked people to indicate whether they were “skinny” (labeled
group 1) “average” (group 2), or “heavy” (group 3).

a. What level of data has Kevin collected?

b. Could Kevin convert his data to the nominal level? Why or why not? If he can, how would
he make this conversion?

¢. Could Kevin convert his data to the ratio level? Why or why not? If he can, how would he
make this conversion?

9. At most American universities the faculty are — in ascending seniority — adjunct (i.e., part-
time) faculty, lecturers, assistant professors, associate professors, and full professors.

a. What level of data would this information be?
b. If a researcher instead collected the number of years that a faculty member has been
teaching at the college level, what level of data would that be instead?
c. Of the answers to the two previous questions (9a and 9b), which level of data is more
detailed?
10. What is the minimal level of data students must collect if they want to

Classify subjects?

Add scores together?

Create proportions?

Create ratios?

Subtract scores?

Form averages?

Software Guide

This chapter only discusses how to conduct measurement and to classify data into the appropriate
level of measurement. Excel does not have any functionality that allows you to categorize
variables into nominal, ordinal, interval, or ratio data. It is the responsibility of the Excel user to
keep track of what level of data they are working with in each variable.

moe a0 o

SPSS

SPSS permits users to specify the level of data in the variable view. (See the Software Guide for
Chapter 1 for information about variable view.) Figure 2.1 shows five variables that have been
entered into SPSS. Entering the name merely requires clicking a cell in the column labeled “Name”
and typing in the variable name. In the column labeled “Type” the default option is “Numeric,”
which is used for data that are numbers. (Other options include “String” for text, dates, and time
measurements.) The next two columns, “Width” and “Decimals” refer to the length of a variable (in
terms of the number of digits). “Width” must be at least 1 digit, and “Decimals” must be a smaller
number than the number entered into “Width.” In this example, the “Grade” variable has 5 digits, of
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Figure 2.1 SPSS variable view showing five variables and their characteristics.
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Figure 2.2 The SPSS Value Labels window, which permits a user to specify the numbers in a nominal or ordinal variable
that correspond to each group.

which 3 are decimals and 1 (automatically) is the decimal point in the number. The “Label” column
is a more detailed name that you can give a label. This is helpful if the variable name itself is too
short or if the limits of SPSS’s “Name” column (e.g., no variables beginning with numbers, no
spaces in variable names) are too constraining.

The “Values” column is very convenient for nominal and ordinal data. By clicking the cell,
the user can tell SPSS what numbers correspond to the different category labels. An example of this
appears in Figure 2.2. This window allows users to specify which numbers refer to the various
groups within a variable. In Figure 2.2, Group 1 is for female subjects, and Group 2 is for male
subjects. Clicking on “Missing” in Figure 2.1 is similar, but it permits users to specify which
numbers correspond to missing data. This tells SPSS to not include those numbers when performing
statistical analyses, which ensures that the results are not distorted if a number is used to represent a
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missing score for a sample member. The next two columns (labeled “Columns” and “Align™) are
cosmetic; changing values in these columns will make the numbers in the data view appear
differently, but will not change the data or how the computer uses them.

To change the level of data for a variable, you should use the column labeled “Measure.”
Clicking a cell in this column generates a small drop-down menu with three options, “Nominal” (for
nominal data), “Ordinal” (for ordinal data), and “Scale” (for interval and ratio data). Assigning a
variable to the proper level of data requires selecting the appropriate option from the menu.

Further Reading

Jamieson, S. (2004). Likert scales: how to (ab)use them. Medical Education, 38(12), 1217-1218.
https://doi.org/10.1111/j.1365-2929.2004.02012.x

* Jamieson argues strongly that it is inappropriate to treat scores from rating scales as being interval-
level data. Although I do not agree with her, Jamieson’s article is very readable, and she makes
arguments that many people who share her perspective treat seriously.

Slife, B. D., & Williams, R. N. (1995). What's behind the research? Discovering hidden assumptions
in the behavioral sciences. Thousand Oaks, CA: Sage.

* Much more accessible than most books about the philosophy of science, this book describes and
then critiques the philosophical assumptions behind social science research. Chapter 5 of this book
covers reductionism, but other important topics that the authors discuss in their book include
determinism, the nature of theory, causality, and whether the traditional quantitative research
approach is even appropriate for studying human beings.

Stevens, S. S. (1946). On the theory of scales of measurement. Science, 103(2684), 677-680. https://
doi.org/10.1126/science.103.2684.677

* Although I have tried to make Stevens’s ideas clear, it is worthwhile to read his original article. In
fact, there is always value in reading articles and books where prominent ideas were first discussed.
I recommend Stevens’s article to anyone who wants to see an important idea being discussed
publicly for the first time.
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Models of Central Tendency
and Variability

Chapter 1 introduced two families of statistics: descriptive statistics and inferential statistics. As
the name implies, the purpose of descriptive statistics is to describe a dataset. This is important
because describing data is the first step to understanding data. There are two types of descriptive
statistics: models of central tendency and models of variability. Each group of models provides
information that the other does not, and it is always necessary to use at least one model of central
tendency and at least one model of variability to fully understand a dataset.

Learning Goals

After studying this chapter you should be able to:

. Calculate the four major models of central tendency: the mode, median, mean, and
trimmed mean.

. Calculate the four major models of variability: the range, interquartile range, standard
deviation, and variance.

. Explain the complementary nature of models of central tendency and variability.

Sample Data

To show how to calculate the models of central tendency and variability, we will use data from the
same study that we first saw in Chapter 1. This is a study that one of my students conducted on the
relationships that people have with their sibling diagnosed with autism spectrum disorder (Waite
et al., 2015). Some of the data from the study are displayed in Table 3.1.

The table shows six variables: ID, sex, age, sibling age, the level of agreement that the
subject has with the statement “I feel that my sibling understands me well,” and the level of language
development in the sibling with autism. The table also shows how to interpret each number in the
table. For example, for the sex variable, male respondents are labeled as “1”” and female respondents
are labeled as “2.”

Models of Central Tendency

Models of central tendency are statistical models that are used to describe where, on a number line,
the middle of the scores for a variable can be found. These statistical models are valuable in helping
people understand their data because often the scores for a variable will tend to cluster at or near the
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Table 3.1 Example data from a study on relationships with siblings with autism

ID Sex” Age Sibling age”  “Sibling understandsme”  Language development’
1 2 24 18 4 4
2 2 23 21 4 4
3 2 33 37 5 4
4 2 19 18 4 3
5 1 38 30 4 4
6 2 21 19 1 1
7 1 24 18 2 2
8 2 20 13 4 4
9 1 23 10 2 4
10 2 31 38 3 2
11 2 18 11 3 3
12 1 25 21 2 4
13 2 35 37 3 3

%1 = male; 2 = female.

" Measured in years.

¢ 1 = strongly disagree; 2 = disagree; 3 = neutral; 4 = agree; 5 = strongly agree.
= simple, one word; 2 = 1-3 word sentences; 3 = emerging; 4 = typical.

middle of the distribution. As a result, models of central tendency are also important because they
can help us understand the characteristics of the “typical” sample member.

Mode. The most basic (and easiest to calculate) statistical model of central tendency is the
mode. The mode of a variable is the most frequently occurring score in the data. For example, in the
Waite et al. (2015) data’s sex variable, it is apparent that there are four males (labeled as Group 1)
and nine females (labeled as Group 2). Therefore, the mode for this variable is 2, or you could
alternatively say that the mode sex of the sample is female. Either the number or the label “female”
expresses the most common response that subjects gave when asked their sex.

Calculating the mode requires at least nominal-level data. Remember from Chapter 2 that
nominal data can be counted and classified (see Table 2.1). Because finding the mode merely requires
counting the number of sample members who belong to each category, it makes sense that a mode can
be calculated for nominal data. Additionally, any mathematical function that can be performed with
nominal data can be performed with all other levels of data, so a mode can also be calculated for
ordinal, interval, and ratio data. As a result, the mode is the only model of central tendency that can be
calculated for all levels of data, making the mode a useful and versatile statistical model.

One advantage of the mode is that it is not influenced by outliers. An outlier (also called an
extreme value) is a member of a dataset that is unusual because its score is much higher or much lower
than the other scores in the dataset (Cortina, 2002). Outliers can distort some statistical models, but not
the mode because the mode is the most frequent score in the dataset. For an outlier to change the mode,
there would have to be so many sample members with the same extreme score that it would become the
most common score in the dataset. If that were to happen, then these “outliers” would not be unusual.

The major disadvantage of the mode is that it cannot be used in later, more complex
calculations in statistics. In other words, the mode is useful in its own right, but it cannot be used to
create other statistical models that can provide additional information about the data.
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Sidebar 3.1

Outliers aren’t bad people!

We will see later in this chapter how outliers can distort some statistical models. If you encounter an outlier
in a dataset, the first thing to do is ensure that there has not been an error in recording the data (e.g.,
typing “55" instead of “5"). If that happens, fixing the typo will get rid of any distortion that the outlier may
cause (Barnett, 1978). If the data entry was accurate, then you should ensure that the outlier belongs to
the population of interest. Occasionally, people who don't belong to the population of interest accidentally
get selected to participate in a social science study, and they may show up in the dataset as outliers. If this
happens, the outlier's score should be removed from the dataset.

But often outliers are not the result of an error. When there are outliers in a dataset, some
researchers get frustrated because the outliers are distorting their results. Although this distortion is
sometimes unavoidable, it is important to remember that outliers are not trying to mess up a research
study. In other words, outliers aren't bad people. In fact, everyone is an outlier on some variable. Perhaps
you are an outlier because you have an extremely high knowledge of rap lyrics, or you are a much better
football player than the average person, or you are much shorter than average. With a little brainstorming
you can probably list several variables for which you are an outlier.

Also, outliers are sometimes inherently interesting. For example, Olympians are outliers because
they are capable of extraordinary athletic feats, and these are fascinating to watch in competition. People
pay a lot of money to watch outliers in athletics, music, and more.

Outliers can be entertaining, but they are also interesting from a scientific perspective. An
example of this can be seen in one important educational study where researchers identified teenagers
who were in the top 1% to 0.01% of mathematical ability and gathered data many years later when these
people were adults. The researchers found that the frequency of adult accomplishments (e.g., earning a
PhD, obtaining a patent) increased as the subject’s mathematical ability increased. This study undermined
the belief that there is a point where additional cognitive ability stops being beneficial to people (Lubinski &
Benbow, 2006; Lubinski et al., 2001; see Warne, 2020, Chapter 25, for a summary of the research about
this topic). Scientific interest in outliers is not limited to individual studies. Some entire fields of knowledge
in the social sciences are concerned with the study of outliers, such as criminology and special education.

Outliers can also provide hints on how social scientists can help typical people. For example, Buckner
et al. (2003) studied resilient children in poverty with the hope of learning which behavioral skills these children
had that helped them overcome the negative aspects of poverty. Learning about how a small proportion of
children grew up to escape many of the negative consequences of poverty may show counselors, teachers,
and social workers how to help other children in poverty. This can help more children have a brighter future.

In conclusion, outliers can distort results of a study, but there are still reasons to appreciate
outliers — including yourself!

Median. Another model of central tendency is the median, which is the middle score for a
variable when those scores are ordered from smallest to largest (or from largest to smallest). If there
is an even number of scores in a dataset, then there is no single middle score. In this case, calculating
a median requires finding the two middle scores and using the following formula:

Ci+C

median = — (Formula 3.1)

In Formula 3.1, C, and C, are the two most central scores in the dataset. Therefore, to find
the median when there are an even number of scores, you should add the two most central scores
together and then divide by 2.



Models of Central Tendency 39

Calculating a median requires at least ordinal data because one of the steps of finding the
median is to order the scores. Table 2.1 showed that rank ordering scores requires at least ordinal
data (though interval and ratio data can also be ordered). Therefore, it is not sensible to calculate a
median for nominal data.

Despite this drawback, the median is still highly useful. First, it truly is a statistical
model of central tendency because no number can possibly be more central than the middle
number in a dataset. Second, the influence of outliers on the median is slight because adding
an outlier to a dataset will only adjust the median by moving the new median to a score that is
next to the median that the data had without the outlier. Usually this will be a trivial change to the
median.

Check Yourself!

. What is the lowest possible level of data that can be used to calculate a mode?
. What is the lowest possible level of data that can be used to calculate a median?

. What are the strengths and weaknesses of the mode and the median?

Mean. Another frequent model of central tendency is the mean (also called the average).
The mean (abbreviated X for a variable x) is calculated with the following formula:

X = <in> +n, (Formula 3.2)
i=1

Formula 3.2 looks complicated, but once you understand what the different symbols mean, the
formula is more manageable. The first step (in parentheses) tells you to add up every score for the
variable x. The subscript i is notation that is used to assign an identification number to each score.
The first score in a dataset has the subscript i = 1. The second score in a dataset has i = 2, and so
forth. There is no mathematical value in these subscripts; their purpose is purely for notation. The
i subscripts are in the formula because the capital sigma (X) tells us to add up the x values starting
with the first, one — as shown by the subscript i = 1 below the sigma — and ending with the last
one — as shown by the superscript n above the capital sigma sign. (The last score will have the
subscript n because #z is the sample size, and the numbering of i will stop when the last score has
been numbered.) After adding all the scores together, the second step is to divide by # (i.e., the
sample size or number of total scores). Therefore, the mathematical notation in Formula 3.2 tells
you to add up all the scores for the variable x and divide the total by the number of scores (which
is n).

One advantage of the mean is that it is easy to interpret. Most people learn how to calculate
a mean in their high school math classes. Additionally, the mean is used frequently in everyday
language. For example, college students are often concerned with their grade-point average, which
is a mean of all their grades. News reports are full of information about means (or averages), and this
frequent use means that non-scientists understand that the mean is the “typical” value for a dataset.
If the purpose of a model is to understand data better, then the mean is an ideal model of central
tendency.
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Another advantage of the mean is that it provides the foundation for many statistics
discussed in this textbook. The mean will be a component in many formulas; as a result, the mean
is often the first step in building and understanding complex statistical models.

One final advantage of the mean is that a sample mean (X) is the best estimate for the
population mean (p). Mathematically, this is expressed as

X=p (Formula 3.3)

With only sample data it is impossible to know the exact value of the population mean (i.e., ). To
show that the sample mean is an estimate of the population mean (and not necessary equal to the
exact value of 1), we put a carat () over p. The carat simply means “estimate.” Therefore, the
sample mean is not only a model of central tendency for the sample; it is also a statistical model of
central tendency for the population — a model that is often interesting to social scientists. Neither the
sample median nor the sample mode is as good a model of population central tendency as the mean.

The mean has some unfortunate downsides, though. One is that it requires interval- or ratio-
level data. In fact, Stevens himself called the mean an “illegal statistic” for ordinal data (1946, p. 679).
Some variables (such as whether a person has a mental diagnosis or not) are simply nominal- or
ordinal-level data, so for these variables it is impossible to calculate a mean. Other variables (such as
income, or the number of sexual partners they have had) may be difficult to collect at the interval or
ratio levels without invading subjects’ privacy or running the risk that the subject will leave the study.
Another drawback of the mean is that it is highly sensitive to the influence of outliers, and this
sensitivity is greatest in (1) small samples and (2) samples with vastly extreme outliers.

This is clearly seen in a commonly studied variable: household income. In the UK in 2013,
65% of households had an income that was below the mean (Department for Work and Pensions,
2015). Given the fact that exactly 50% of household incomes should be below the median, a percentage
of 65% of households being below the mean seems alarmingly high. Yet, this is merely the result of a
number of outliers — extremely rich people — who pull the mean closer to their scores.

An example like this leads some students to wonder how the mean can still be a model of
central tendency if outliers can distort the mean so much. The answer is shown in Figure 3.1,
which conceptualizes the mean as being like a seesaw (or teeter-totter) on a playground. In real
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Figure 3.1 Visual representation of the mean as a balance point in a sample. Each score is represented as a square
(labeled as x4, X2, and x3), and the difference between a score and the mean (labeled as X) is called the deviation
score. Because x; and x, are both smaller than the mean, their deviation scores are negative (see Formula 3.4), while x3
has a positive deviation score because it is larger than X. Adding x3's large positive deviation score and the smaller
negative deviation scores for x; and x, produces a value of 0.



